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Figure 16 — Two-Level Tree: Trial Solutions.

An example of this operation based on the move represented in Figure 7, is shown
in Figure 16. Once again the stem ocuppies segment 1 and the cycle is distributed
throughout the two other segments. Completing the Trial procedure involves:
converting the stem-segments into cycle-segments by flipping to 1 the presence bit
of Parent 1; reversing the path between t and r by setting to 1 the reverse bit of
Parent 1; linking the root to its new adjacent node (the new sz, in this case) and
also setting up links between the associated Parent nodes (since r and sz are in the
same segment but not endpoints it is necessary to split the segment, merging the
root into the segment of the new sz (node 0) and set up the links between r and s:
Parent nodes); setting up links between s2 and t and between their Parent nodes.

2.5. Experimental Results

In order to assess the relative efficiency of the new Stem-and-Cycle algorithm
implementation (with the 2-level tree data structure) compared to the original
implementation (using the array data structure), several computational tests were
carried out on three classes of problems. The testbed consisted of instances used in
the “8th DIMACS Implementation Challenge” [4] from classes E (uniformly
distributed clients) and C (clients organized in clusters) as well as a set of instances
from the TSPLIB library [9] with different characteristics and sizes. The



tables/graphics in Figures 17, 18 and 19 summarize the obtained computational
results. Besides the designation and size of each instance, the tables show the total
number and average length of the paths to be reversed during the algorithm’s
execution, the normalized (i.e. divided by 7n) computational times, the difference
between the running times obtained by the two implementations, and the number
of times the array version is slower than the 2-level tree version.

Runs were performed on a Sun Enterprise with two 400 MHz Ultra Sparc
processors and 1 GB of memory. Although this is a multiprocessor machine, the
stem-and-cycle algorithm is implemented as a serial algorithm and no compiler
directives for implicit parallelism are used.
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Uniform Problems
Paths to reverse Time/n Diference Times (1)

Problem n Number Length Array(1) | 2L Tree(2) (1)-(2) slower than (2)
E1k.0 1,000 197680 188.86 0.013 0.008 0.005 0.6
E3k.0 3,162 720348 669.66 0.041 0.012 0.029 2.4
E10k.0 10,000| 2272103 2141 0.124 0.018 0.106 5.9
E31k.0 31,623| 8272730 6810.98 0.438 0.044 0.394 9.0
E100k.0 100,000{ 10993795| 21690.35 0.926 0.055 0.871 15.8
E316k.0 | 316,228 4.231 0.202 4.029 20.0

Figure 17 — Running times (seconds): uniformly distributed problems.
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Clustered Problems
Paths to reverse Time/n Diference Times (1)

Problem n Number Length | Array(1) |2L Tree(2)| (1)-(2) slower than (2)
C1k.0 1,000 209703 89.09 0.011 0.008 0.003 0.4
C3k.0 3,162 584131 394.58 0.027 0.010 0.017 1.7
C10k.0 10,000 2233323 1197.17 0.087 0.020 0.067 3.4
C31k.0 31,623 9224851 3894.47 0.360 0.059 0.301 5.1
C100k.0 | 100,000 17170440| 12393.95 1.032 0.109 0.923 8.5

Figure 18 — Running times (seconds): clustered problems.
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Paths to reverse Time/n Diference Times (1)

Problem n Number | Length |Array(1l)|2L Tree(2)| (1)-(2) [ slower than (2)
pla7397 7,397 1919503| 1316.99| 0.091 0.015 0.076 5.1
r111849 11,849 3298213| 1984.60f 0.145 0.020 0.125 6.3
usal3509 | 13,509| 2308352| 2895.24| 0.129 0.019 0.110 5.8
d18512 18,512 4151195| 4633.68| 0.267 0.025 0.242 9.7
pla33810 | 33,810| 14220359 7470.94| 0.758 0.060 0.698 11.6
pla85900 | 85,900 13075760{19239.09] 0.701 0.048 0.653 13.6

Figure 19 — Running times (seconds): TSPLIB problems.

In a general analysis, we can see that the efficiency of the 2-level tree
implementation over the array implementation grows with problem size.
Considering the real values (not normalized) we can verify that in Figure 17 the
array implementation takes about 15 days to obtain an identical solution to the one
provided by the 2-level tree implementation in less than one day (specifically, 17
hours). According to the results reported in Figure 18 one can expect the same gain
in efficiency for the clustered type of problems.

The number of paths to be reversed is usually larger for clustered problems (Figure
18) than for uniformly distributed problems (Figure 17). Nevertheless, the average
length of the paths is generally superior for uniformly distributed problems. We
attribute this fact to the problems structure.

An interesting phenomenon occurs with the last two problems in Figure 19, where
a much larger problem requires a smaller number of paths to be reversed. As a
result we obtain lower normalized computational times, which means that the
number of paths to reverse has a dramatic influence in the running times
comparing to average paths’length.

Time/n Diference Times (1)
Problem Size Array(1) 2L Tree(2) (1)-(2) slower than (2)
pla7397 7,397 0.063 0.034 0.029 0.9
pla33810 33,810 0.220 0.052 0.168 3.2
pla85900 85,900 0.352 0.040 0.312 7.8

Table 6 — Running times (seconds) for Lin-Kernighan: pla instances.

Time/n Diference Times (1)
Dimensao Array(l) |2L Tree(2) (1)-(2) slower than (2)
103 2.2 1.9 0.3 0.2
104 6.5 2.8 3.7 1.3
105 57.3 3.6 53.7 14.9

Table 7 — Running times (seconds) for Lin-Kernighan: random problems

An interesting result stems from the observation that the gain in efficiency of the 2-
level tree implementation over the array implementation for the Stem-and-Cycle
algorithm is significantly superior to the one reported by Fredman et al. [2] for the
Lin-Kernighan algorithm (c.f. Tables 6 and 7). This result clearly demonstrates the
effectiveness of the implementation reported in this study.



3. Conclusions

The main purpose of this study is the design and development of new data
structures seeking to improve the efficiency of the Stem-and-Cycle algorithm
described in Rego [7]. To achive this goal, the study focused on reducing the
number of operations needed to execute path reversals performed during the
application of the Stem-and-Cycle neighborhood structure. This was done by
creating a special adaptation of the 2-level tree data structure described in
Fredman et al. [2] and successfully used in the implementation of the well-known
Lin-Kernighan algorithm. The significant differences between the Stem-and-Cycle
and the Lin-Kernighan neighborhood structures required substantial modifications
of the operations described in [2], in order to handle the transformations that are
critical for applying the Stem-and-Cycle neighborhood structure.

The results obtained with this new implementation [8] on a testbed provided for the
“8th DIMACS Implementation Challenge [4] clearly demonstate the efficiency of the
new implementation over the original version and, more importantly, establish the
Stem-and-Cycle algorithm as one of the most efficient methods currently available
for the TSP.
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